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1. Introduction

Probability theory is the mathematical study of uncertainty. In the real world, probability
models are used to predict the movement of stock prices, compute insurance premiums,
and evaluate cancer treatments. In mathematics, probabilistic techniques are sometimes
applied to problems in analysis, combinatorics, and discrete math. Most importantly for
this course, probability theory is the foundation of the field of statistics, which is concerned
with decision making under uncertainty. This course is an introduction to probability theory
for statisticians. Applications of the concepts in this course appear throughout theoretical
and applied statistics courses.

In probability theory, uncertain outcomes are called random; that is, given the information
we currently have about an event, we are uncertain of its outcome. For example, suppose
I flip a coin with two sides, labeled Heads and Tails, and secretly record the side facing
up upon landing, called the outcome. We call such a procedure an experiment or a random
process. Even though I have performed the experiment and I know the outcome, you only
know the specifications of the experiment; you are uncertain of its outcome. We call such
an outcome random. Of all non-trivial processes, coin flipping is the simplest because there
are only two possible outcomes from any coin flip, heads and tails. In fact, although coin
flipping is the simplest random process, it is fundamental to much of probability theory, as
we will learn throughout this course.

In the above experiment, the possible outcomes are Heads and Tails, and an event is any
set of possible outcomes. There are four events for this experiment: ∅ := {}, {Heads}, {Tails}
and {Heads,Tails}. If the result of the experiment is an outcome in E, then E is said to occur.
The set of possible outcomes is called the sample space and is usually denoted Ω.

For any event, we can count the number of favorable outcomes associated to that event.
For example, if E := {Heads} is the event of interest, then there is #E = 1 favorable outcome
and the fraction of favorable outcomes to total outcomes is #E/#Ω = 1/2. For a probability
model in which the occurrence of each outcome in Ω is equally likely, the fraction #E/#Ω is
a natural probability assignment for the event E, which we denote P(E). This choice of P(E)
comes from the frequentist interpretation of probability, by which P(E) is interpreted as the
proportion of times E occurs in a large number of repetitions of the same experiment.

Definition 1.1 (Frequentist interpretation of probability). The probability of an event E corre-
sponds to the long run frequency of times that E occurs in a series of independent repetitions of the
same experiment.

Example 1.2 (Dice rolling). The above discussion introduces many important concepts. Here
we present another experiment to further illustrate these concepts. Suppose we have a six-sided
die, that is, a solid cube with each side labeled by a different number of dots, called eyes or pips,
ranging from one through six. The random process here involves rolling the die against a wall and
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recording how many pips are facing upward upon landing. In this case, the possible outcomes are
{I, II, III, IV,V,VI}, where the Roman numeral corresponds to the number of pips labeling the faces
of the die. Unlike the coin flipping process, there are several events that we might be interested in
from a single roll of the die.

Therefore, in this case, Ω = {I, II, III, IV,V,VI} and the set of events is the collection of all subsets
of Ω, which has 26 = 64 elements. (Make sure you can list them all.) Some events that we might be
interested include

• E1 = {II, IV,VI}, the event that an even number of pips occurs, for which P(E1) := #E1/#Ω =
3/6;
• E2 = {I, II, III, IV}, the event that four or fewer pips occur, for which P(E2) := #E2/#Ω = 4/6;

or
• E3 = {I, III, IV,V,VI}, the event that II does not occur, for which P(E3) := #E3/#Ω = 5/6.

Remark 1.3. Note that we have intentionally avoided writing the set of outcomes as {1, 2, 3, 4, 5, 6},
because we do not wish to confuse the labels of the die with actual numbers. In general, the labels
distinguish different sides of the die from one another and nothing more. For example, the side
labeled with two pips does not possess the properties of the number 2. Suppose consecutive rolls of a
die result in outcomes II and III. Without further information, there is nothing relating these two
rolls to one another and so it does not make sense to add, subtract, multiply, divide, or perform any
other operation that reduces these outcomes to something else. In Section ??, we discuss the action
of attributing numerical quantities to these outcomes through the concept of a random variable.

Going back to the coin flipping process, the set of outcomes is {Heads,Tails}. The set of all
subsets consists only of the empty set ∅ := {} (nothing happens), the whole set {Heads,Tails}
(something happens), and the two outcomes {Heads} (Heads occurs) and {Tails} (Tails
occurs). For the dice rolling process, the possible outcomes is the set {I, II, III, IV,V,VI}, for
which listing the set of all possible events is a nuisance. (There are 26 = 64 events associated
to {I, II, III, IV,V,VI}. As an exercise, you should make sure you can list them all.)

The above examples illustrate some fundamental aspects in probability theory, which
we now state more formally. Generally speaking, a random process must be associated
to a collection of possible outcomes, called the sample space and denoted Ω. For example,
the coin flipping process has Ω = {Heads,Tails} and the dice rolling process has Ω =
{I, II, III, IV,V,VI}. An event is any subset of Ω that we are interested in. For the dice rolling
process, we might be interested in any collection of possible outcomes. In probability theory,
we are interested in how likely it is for certain events to occur, that is, how frequently events
occur over a large number of trials.

Example 1.4 (Rolling multiple dice). Consider a random process that involves simultaneously
rolling two six-sided dice. For convenience, we color one die red and the other black. The sample
space for this experiment is Ω = {I, II, III, IV,V,VI} × {I, II, III, IV,V,VI}. That is, each outcome
corresponds to a pair of pip counts, e.g., (II, III) corresponds to a roll with two pips on the red
die and three pips on the black die. The events for this experiment are all subsets of Ω. (How
many events are there?) In the game of craps, the number seven, corresponding to rolls for which
the total pip count equals 7, plays an important role. The event Seven corresponds to the set of
outcomes {(I,VI), (II,V), (III, IV), (IV, III), (V, II), (VI, I)}. The proportion of favorable outcomes to
total outcomes is

#Seven/#Ω = 6/36.
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Example 1.5 (Coin flipping). Consider three coins (labeled i, ii, and iii) that are flipped simul-
taneously. The result is recorded as an ordered set (Fi,Fii,Fiii), where F• ∈ {Heads,Tails} for
• = i, ii, iii. The sample space for this experiment is

Ω = {HHH,HHT,HTH,THH,HTT,THT,TTH,TTT}.

The event {at least one head} corresponds to the subset {HHH,HHT,HTH,THH,HTT,THT,THH}.
The proportion of these outcomes is 7/8.

1.1. Counting. So far, the experiments we have studied involve finitely many outcomes, for
which the fraction of favorable outcomes to total outcomes is the quantity of interest. These
are the simplest probability models, but many interesting phenomena can be analyzed by
such finite probability models. The examples we have considered so far are made simpler
by the fact that we can explicitly list all of the elements of Ω; however, in many problems,
while Ω may be finite, it is not practical to list all possible outcomes. We need mathematical
tools to count the number of favorable outcomes in an event of interest. We introduce some
of these techniques in this section.

1.1.1. Multiplication rule for counting. Suppose there are k successive choices to be made,
with exactly n j choices available at each stage, j = 1, . . . , k, regardless of the choices made
at previous stages. Then there are

k∏
j=1

n j := n1 × n2 × · · · × nk

possible choices.

Proof. The conclusion is intuitive, but you should make sure you can write down a formal
mathematical argument for this. (Exercise.) �

Example 1.6. Consider the experiment in Example 1.5. There, we can consider the equivalent
experiment of flipping three coins in succession. Since, for each flip, there are two possible outcomes,
the total number of outcomes is 2 × 2 × 2 = 8.

1.1.2. Permutations and combinations. An ordered arrangement of elements in [n] := {1, . . . ,n}
is called a permutation of [n]. An ordering of a subset of r ≤ n elements in a set of n elements
is called an r-permutation of [n]. An unordered subset of r ≤ n elements of a set of n
elements is called an r-combination of [n].

Example 1.7 (Lottery). The New Jersey lottery is a random process that begins with an urn (box)
of 50 balls labeled distinctly in 1, . . . , 50. Consider the following two experiments:

(a) Game: successively draw 5 balls without replacement. Record the number on each ball and
the order in which the ball was selected, i.e., (G1,G2,G3,G4,G5).

– Possible outcomes: Ωa := {5-permutations of 50} = 50 × 49 × 48 × 47 × 46 =
254, 251, 200.

– Event: Let Fa be the event that the ball labeled 1 is selected on the first draw and the
ball labeled 2 is selected on the second draw, then

Fa := (1, 2, ∗, ∗, ∗)
:= {G1 = 1,G2 = 2, draws 3, 4 and 5 arbitrary}
:= {(i1, i2, i3, i4, i5) : i1 = 1, i2 = 2, 3 ≤ i3 , i4 , i5 ≤ 50}.

By the multiplication rule for counting #Fa = 1 × 1 × 48 × 47 × 46 = 103, 776.
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Proposition 1.8. There are

n↓r := n(n − 1) × · · · × (n − r + 1) r-permutations of n and
n! := n(n − 1) × · · · × 2 × 1 permutations of n.

Proof. Exercise. �

(b) Game: successively draw 5 balls, but ignore the order when recording the outcome, i.e.,
{G1,G2,G3,G4,G5}, where G1 < G2 < G3 < G4 < G5.

– Possible outcomes: Ωb := {5-combinations of 50}. To count the number of 5-
combinations (subsets of [50]), we can first count the number of 5-permutations (ordered
subsets of [50]) and then divide by the number of times each subset is represented by an
ordered subset. For example, let {i1, i2, i3, i4, i5} ∈ Ωb. Then there are 5! = 120 ordered
subsets (i∗1, i

∗

2, i
∗

3, i
∗

4, i
∗

5) ∈ Ωa that correspond to {i1, i2, i3, i4, i5} by ignoring the order.
Therefore, #Ωb = 50↓5/5! = 2, 118, 760.

– Event: Let Fb be the event that the numbers 1, 2, 3, 4, 5 occur in any order, then

Fb := {1, 2, 3, 4, 5}.

– In (b), #Fb/#Ωb = 1/2, 118, 760. Alternatively, we can play Game (a), but buy every
ticket that is a combination of 1 − 2 − 3 − 4 − 5. There are 5! = 120 such tickets so

#F′b := #{(i1, i2, i3, i4, i5) : 1 ≤ i1 , i2 , i3 , i4 , i5 ≤ 5} = 5!

and
#F′b/#Ωa = 5!/50↓5 = 5!45!/50! = 1/2, 118, 760.

Remark 1.9. For any n ≥ r ≥ 1, there are(
n
r

)
:= n↓r/r! =

n!
(n − r)!r!

r-combinations of n.

To indicate the quantity
(n

r
)

we say “n choose r,” and we call
(n

r
)

the binomial coefficient
n choose r. You should verify each of the the following important identities for binomial
coefficients:

•
(n

r
)

=
( n
n−r

)
,

•
(n

r
)

=
(n−1

r
)

+
(n−1

r−1
)

and
• for any real numbers x and y and non-negative integer n,

(x + y)n =

n∑
r=0

(
n
r

)
xryn−r.

Example 1.10 (5-card poker hands). In a standard 52-card deck, each card has one of 13 ranks
and one of 4 suits. Each card has a distinct rank-suit combination.

• Experiment: The cards are stacked, one on top of the other, in an arbitrary, unknown order
and you are dealt the 5 cards from the top of the deck. Your hand is the 5-combination of
cards you are dealt.
• Sample space: Ω = {five card poker hands} = {5-combinations of 52}. By Remark 1.9,

#Ω =
(52

5
)
.
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• Event: Consider the event

F1 := {one pair} := {hand has 2 cards of the same rank but remaining cards do not match rank}.

Then

#F1 =

=

(
13
1

)
︸︷︷︸

choose 1 of 13 ranks

×

(
4
2

)
︸︷︷︸

choose 2 of the 4 cards with that rank

×

(
12
3

)
︸︷︷︸

choose 3 of the remaining 12 ranks

×

(
4
1

)3

︸︷︷︸
choose 1 of the 4 cards with each of these ranks

= 1, 089, 240.

The proportion of hands of value one pair is #F1/#Ω = 0.423.
• Event: Consider the event

F2 := {Full House} := {hand has 3 cards of the same rank and the remaining 2 cards of the same rank}.

Then

#F2 =

=

(
13
1

)
︸︷︷︸

choose 1 of 13 ranks

×

(
4
3

)
︸︷︷︸

choose 3 of the 4 cards with that rank

×

(
12
1

)
︸︷︷︸

choose 1 of the remaining 12 ranks

×

(
4
2

)
︸︷︷︸

choose 2 of the 4 cards with that rank

= 3744.

The proportion of hands of value Full House is approximately 1/700.

1.1.3. Multinomial coefficients.

Problem 1.11. There are 11 children and 3 activities: activity A requires 6 participants, activity B
requires 3 participants, and activity C requires 2 participants. How many ways are there to split the
class into these groups?

Solution. By the multiplication rule and Remark 1.9, the number of ways to split the class is(
11
6

)
×

(
5
3

)
×

(
2
2

)
= 4620.

�

The solution to Problem 1.11 suggests a general formula for the number of ways to group
n elements into k groups of size n1, . . . ,nk, where n1 + · · · + nk = n.

Proposition 1.12. Given k labels (1, . . . , k) and n balls, the number of ways to label ni balls label i,
i = 1, . . . , k, so that with n1 + · · · + nk = n is(

n
n1, . . . ,nk

)
:=

(
n
n1

)
×

(
n − n1

n2

)
× · · · ×

(
n − n1 − · · · − nk−1

nk

)
=

n!
n1!n2! · · · nk!

,

called multinomial n choose n1,n2, . . . ,nk.

For real numbers x1, . . . , xk and a non-negative integer n,

(x1 + · · · + xk)n =
∑

i1,...,ik≥0 and i1+···+ik=n

(
n

i1, . . . , ik

) k∏
j=1

x
i j

j .


